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Introduction

Many in the oceanographic and marine science communities are currently engaged in the development of an Integrated Ocean Observing System (IOOS), which will significantly enlarge our capacity for measuring physical, biological, and chemical properties of our offshore and coastal oceans.  The establishment of IOOS is the subject of a number of extensive federal agency planning activities (see www.ocean.us), scientific workshops, and users forums.  The scientific community has made an energetic start towards  coordinating the existing observation capacities, identifying additional needs, and developing a wide range of applications and user products that can emerge from this new capacity for observing and understanding our oceans.  
There is already an enormous volume and variety of information available from the various sensors and instruments that are measuring and monitoring the nation’s ocean and coastal waters.  Moreover, some sensors report information in real time and must be accommodated immediately, while others log data for retrieval at a subsequent time, often after some level of processing.  Analysis and processing of this heterogeneous and widely distributed data requires a sophisticated information management system that can organize, retrieve, aggregate, and disseminate information for a variety of purposes and applications.  The aggregation of data, particularly on broad regional bases, will usually require tapping into multiple data collection institutions.  This creates an additional level of complexity, as different institutions have different historical practices that need to be either accommodated or changed in order to have sufficient commonality among data to enable its collective integration.  Moreover, individual personal preferences become important, and the creation of an integrated system has the potential to become sociological exercise as well as an information management challenge.  

One example of an extensive collaboration that is bringing together ocean observations on a broad regional basis is the Southeast Atlantic Coastal Ocean Observing System (SEACOOS).  SEACOOS was originally established to coordinate observing systems based at five universities in the southeast and create the capacity for meaningful assembly and integration of information provided by these systems.  A major application of these data would be in circulation dynamics models of various portions of the SEACOOS region, which would be further developed and meshed to eventually enable a predictive capacity for the entire region. As essential step towards these goals was the establishment of a sophisticated information management infrastructure.
An initial task was development of a system that enabled access to the data that were being measured or collected at the participating universities, which included mechanisms for the transfer and retrieval of desired information.  It was important that subsets of selected information could be transferred, as well as streaming of real time data from coastal ocean sensors.  
Another major priority that was identified early in project development was a means for visualizing aggregated information in a way that was readily understood by the target audience.  Not only was there a need to aggregate disparate types of data, but also to build the capacity for a range of information presentations.  Since SEACOOS is moving towards providing information products for a range of different users, the requirement for visualizing information accordingly varied.  Presentations for research scientists would differ from those for resources managers, or students, or the general public.  The optimum presentation for most groups will be map-based, and the capability for analysis of map visualizations, as is provided by Geographic Information Systems (GIS) is also required.  

A wide range of oceanographic and meteorological data types, as well as model output data, must be accommodated.  In its initial phase, SEACOOS is focusing on real-time and near-real-time data, but there will be a need to include delayed mode data (such as a range of biological and water quality data) in the future.  Thus, the information management infrastructure must be designed to accommodate and include a broader diversity of data types as it matures.  
The following describes the approaches, needs, and development activities experienced by the SEACOOS Information Management Team as it brought together the various SEACOOS data providers and began establishment of a new information management infrastructure.

Aggregation of Distributed Data
Within SEACOOS, data are collected by a variety of sensors at different locations and time intervals.  Additional data are “screen scraped” using in-house developed programs from federal agency web sites and formatted for import into SEACOOS applications.  The system that SEACOOS has established requires the data provider (institution responsible for the observation site) to initially inform the centralized data collector (currently based at USC) where and when the data will be available.  The current convention is that the data provider provides the data via direct online access (http) as a file which is provided at the top of the hour and collected at 10 minutes past the hour.  One workstation is dedicated to the task of collecting, formatting, and importing data to a central relational database.  Data links are provided within the displayed aggregation back to the original data provider.

One of the first requirements to enable data exchange was adoption of some standard formats and protocols to ensure a certain level of consistency across all data providers.  A critical element in implementing such standards is the creation of metadata documentation for all SEACOOS data.  Metadata, that is data about data, serves a number of purposes: it provides critical information on the specifications, sources, quality, and contacts for the data; it provides a permanent description of the data that does not rely on human memory or record-keeping reliability; it provides a means for searching for particular kinds or subsets of data.  However, to provide these functions, there must be some standard requirements that apply to all data, and one such standard is that defined by the FGDC (expand).  To facilitate the generation of standard metadata, some SEACOOS personnel have used the on-line metadata generation tool produced as part of the Cast-Net project (ref).  This tool allows the user to produce a FGDC-compliant metadata record over a web interface and publication of that record in a central, searchable, web-accessible Clearing House.  A second generation metadata tool, created within Caro-COOPS (ref), is now available to SEACOOS personnel (link).
Also important is the establishment of a “common language,” that is agreement on the terms that will be used by the data generating community.  Accordingly, the SEACOOS data managers developed a “data dictionary,” which describes the variables being collected by SEACOOS and their naming and reference conventions.  This data dictionary is also available for additional entries and edits online and will form the basis for further application cross references to the same variable type.  
To enable the aggregation of data from multiple sites, agreement was reached on the data structure and forms that would be used for storing and formatting data.  The data providers agreed to a netCDF file format for their in-situ and modeling ‘point’ type data which has standard ways of representing common dimensions of time and location as well as the variable measured.  HDF format is better suited to remotely sensed, raster image type data or data which are better maintained in a binary/compressed type format.

Normalization of Spatially and Temporally Heterogeneous Data
Because of the various disparate origins of SEACOOS data, in order to integrate it into a product, such as a map-based presentation, it is necessary to normalize the data in some way with respect to temporal and spatial properties.  The structure of temporal, geospatial data as it is stored in various formats needs to be capable of having its structural elements described in a handful of forms. Describing and labeling these forms (as well as deciding what should be abstracted away) are essential before automated programmatic conventions, labels, and processing can be utilized in data transformation. 

For example, two predictable forms for storing in situ data are 

· “by station,” where the table name is that of the station and each row corresponds to all the variable readings for a given time measurement, or 

· “by variable,” where the table name is that of the variable measured, and each row corresponds to a measurement time, station identification (ID), sensor ID, latitude, longitude, depth, and Quality control (QC) flags describing the measurement point and the measured value.
The “by variable” approach may reproduce a lot of the same values for fixed platforms (or simpler cases where the time or location indexes are considered fixed or regular).  However, it is possible to manage and optimize against a single variable (data type) table capable of capturing and addressing the most complex dimensional cases. 

GIS favors a “by variable” approach that corresponds to variable data layers.  Data for in situ or point type data are normalized to this “by variable” form.  Data from satellite imagery, or raster image, have the measurement timestamp and file server location of the image saved to a relational database table corresponding to the variable type of the image, while the image itself remains in its initial format.
In order to deal with these diverse data, a central relational database strategy has been adopted.  The use of a centralized relational database is grounded in the concept that all systems have some levels of centralization/caching to optimize certain functional or performance aspects.  By centrally organizing data from the outset according to variable type, time, location, and quality, we

· avoid repetitive work in aggregation and normalization for similar queries

· avoid network or provider issues where data might become temporarily unavailable

· make query response times much faster
· enable applications (such as GIS) or modelers to have a predictable data format/structure against which to develop   
The development of this centralized relational database is done in an open, documented manner so that the entire setup can be replicated to create a set of “nodes” for redundancy and further data/service availability where sufficient technical resources and personnel exist.

Visualization of Information
A central demonstration of SEACOOS’s ability to aggregate data was established through the development of a web interface that provided access to an interactive map-based presentation of data.  SEACOOS has utilized the open source MapServer GIS, which is capable of projecting a range of different data sources such as files in shapefile format, raster images, and geospatially indexed data on a relational database.  We currently import primarily two types of data: in-situ and modeling “point” oriented data and remote sensing, raster image type data.  These products incorporate interactive functions that allow the selection of desired information to be mapped by the user.  Also historical information over a limited time period can be accessed to construct time series maps and animations.  The map presentations provide an immediately appreciated understanding of the variation in measurement values within the SEACOOS region, as well as near real time information on current conditions, which may have practical applications for some reasons.  It is also possible to “drill down” through the interface and access the data sets that form the basis of the map products.
Dissemination of Data and Information Products
A number of users will want access to information from the extensive and ever expanding SEACOOS data bases.  While final responsibility for the data archive remains with the data provider, the aggregated server is also building a running collection of queryable/exportable data for variable datatypes which have been selected.  SEACOOS investigators are currently evaluating the optimum approach for archiving, and how the need for back-up data storage should be addressed.  There are multiple avenues for accessing and retrieving SEACOOS data.  Documentation of metadata and its publication in Clearinghouses enables its discovery by anyone through standard search procedures.  Once desired data are located through a metadata search or other means, they can be transferred by a number of mechanisms, such as DODS/OPenDAP (link).  More recently, SEACOOS has been exploring newer transfer technologies, such as those described by the Open GIS Consortium (http://twiki.sura.org/bin/view/Main/OGC101.   
The real and potential utility of SEACOOS information has also been demonstrated in specific products.  For example, in early 2004, xx coastal ocean observing system programs collaborated in a project aimed to integrate real time data from systems throughout the U.S. to generate an interactive map product.  The project incorporated OGC technologies, and the resulting product is available at www.openioos.org.  Although this product is impressive in its demonstration of collaborative effort and application of integrative technologies, it also enabled the identification of development needs and means to improve interoperability among multiple, disparate systems.    A number of SEACOOS observing systems, e.g. COMPS, Caro-COOPS, are also working on products that support emergency management decision.  Any variable data are potentially useful to emergency managers, especially observation or model data that have been transformed to GIS accessible data layers.   The SEACOOS Outreach and Education Working Group is focused on identification of a number of specific products that can be served and supported by SEACOOS data.  A particularly important area for such products is in education, and collaboration with the South East Center of Ocean Science Excellence in Education (SC COSEE) (link) is providing productive and meaningful channeling of SEACOOS information into education platforms and products.
Lessons Learned
The bringing together of multiple institutions with existing data management practices, which represented a broad range of maturation, required the development of a coordinated data management system essentially from the “ground up.”  During that building process, a number of key requirements for establishment of such a distributed, yet coordinated and functionally integrated, system became increasingly apparent.  The most important “lessons learned” for the SEACOOS partners are described below:

1. Development of an effective communications structure and networked problem-solving data management team encompassing the participating institutions and their various information management activities, which incorporates centralized coordination and tracking of activities.  There is a tremendous advantage in enabling technical groups from the different partners with similar mission focus to exchange and support a body of knowledge collaboratively via face-to-face meetings through which they can establish first-hand knowledge and a certain level of trust.  These interactions then serve as a basis for progression to teleconference and online, searchable documentation tools, e.g. listservs, bulletin boards, wikis.  The foundation for this networked community must be a centralized communication system that includes a transparent project management element.  Without some centralized coordination and management, project tasks may become stalled and not reach completion in good time.

2. Provision of sufficient resources: personnel that provide both internal and mutual support and infrastructure.  Personnel support is critical.  A certain amount of in-house expertise is essential, as is sharing of expertise among the partner institutions.  For example, one institution may specialize in database schema while another may provide the primary expertise in upgrades in data processing, QA/QC schemes, or data exchange procedures.  In addition, sufficient resources for infrastructure are necessary for reliable and efficient data processing stream and data exchange capabilities.

3. Good communication flow between data providers and data aggregators.  In order to develop integrated data products and insure proper flow of data to the users, it is necessary to have good communication between the data provider and the data aggregator.  There is the potential for inconsistencies or errors to be introduced in the data-to-product transformation process without sufficient interaction between all players.

4. Establishment of sound practices, including standards and common protocols.  It is essential that the data providers have sound practices in place for metadata, QA/QC protocols, data storage formats, and data access and archival in order to produce products and enable proper exchange and aggregation of data.  Metadata documentation that is compliant with FGDC requirements is essential, and it is better to “over-document” the data rather than have insufficient information that may prove to be valuable at a later time.  In the SEACOOS initial demonstration products, the value of standardizing data collection methods was also demonstrated.  These were map-based products visualizing coastal winds and SST, and in the process of development it became clear that each observing system had its own sampling strategy and methodologies.  Identification of some standard methodologies would considerably facilitate the integration, sharing, and dissemination of aggregated data.  Just as important is the documentation of identified standard methodologies and provision of a repository where they can be readily accessed.

5. Sufficient redundancy and backup.  Severe, episodic events occur and can interrupt operations at any partner site.  Thus, it is necessary to have sufficient replication or back-up of processes, which may take the form of mirror sites that can switch in if a partner’s server goes down.  The replication of particular expertise at multiple sites is also needed  to insure continuity when personnel changes occur.  Sufficient and reliable archival and backup of data, metadata, model output, and derived products is an obvious necessity, but one that needs sound planning with attention to both personnel and infrastructure needs, as well as to the potential to utilize national archival systems, e.g. NODC. 

6. Good coordination among key institutional personnel in information flow activity.  Ensuring uninterrupted flow of real-time data from the offshore systems to SEACOOS and affiliate partners (such as NWS) requires coordination with local IT and institute administrative personnel.  For example, while data collection was continuous during passage of one of the early 2004 tropical systems, data exchange capabilities interrupted as a result of shut-down of some key components of the LAN as part of the storm preparation procedures.

7. Utilization and testing of multiple technologies.   Technologies, tools, and software are rapidly being developed and maturing.  It is important to give the data managers access to a variety of potential technologies, so that they find common ground and the solutions that best fit their needs.  Flexibility is essential, as the technologies change and availability of resources may fluctuate.  Open source products foster continual evolution and adaptation to purposes, and at times “immature” software may be ultimately optimal for the purpose and worth implementing early rather than playing catch-up later.

8. Multiple lines of access to data.  Since a large range of user types want to access COOS data and data products, it is essential to have multiple lines of access to data, which can accommodate the different user capabilities and interests.  These data delivery means should include, at the least, file transfer protocol (ftp), web browser (HyperText Transfer Protocol [HTTP]), Internet mapping, and DODS-OPenDAP access.

9. Web publication process that minimizes bottlenecks.  Practice has demonstrated that in a large, multi-personnel project, there needs to be a mechanism for project investigators to publish information content and data products on the web site without one centralized point of control.  That too often becomes a bottleneck in large projects and results in unacceptable delays in access to information.  One solution is to have the investigators be responsible for publishing their own information, but then it is necessary to have a process that ensures quality control and some level of continuity.  A flexible content management system that can be mastered by multiple project personnel and information contributors can be the most efficient and rapid way to insure an informative and timely web presence.

10. Relational Databases are valuable for data systems and the development of aggregated data products.  Relational databases trade the efficiency of file oriented processing for the abilities of flexible query with optimizations in how data are organized and indexed for query.  Relational databases do not have to be expensive or proprietary, the more important aspect is the ability to generalize from a particular scientific domain to a more familiar (from the broader IT community perspective) data representation.  With very large (>100GB) datasets, it is often preferable to maintain a relational database of data pointers rather than the data themselves.  By including information (e.g. time, location limits) on the “chunks” of data to which the pointers extend, and/or by seriously sub-sampling the data, a limited search and discovery capability is retained. 
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